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Introduction

In the following series of worksheets we will look at developing audio processing applications on the Puppeteer board.   

Audio Processing
In order to do audio processing we will need a number of components to be in place.   Firstly an audio source is required, this can be either an analogue source; such as sound to be captured through a microphone or an analogue recording source, for example a disc or tape, alternatively the source can already be in digital format such as an mpeg file or a digital CD disc.  In order to playback or record the audio a CODEC device is required.  CODEC is generally taken to mean COmpressor/DECompessor, and this device contains the hardware to do the Analogue to Digital Conversion (ADC) and Digital to Analogue Conversion (DAC), that is required for playback and recording.   The codec must be interfaced to the main system either through a peripheral bus or on the system board, it must also be connected to some playback and record connections.  Finally, in order to hear something you will require some form of speaker or headphones.
As well as the audio hardware there is a requirement for audio software.   This can range from the minimum codec device driver in the kernel to much more sophisticated audio play and recording software, such as mplayer.   The codec, device driver and higher level software will all have to support the correct sets of audio protocols or containers in order to function correctly.
Puppeteer audio support
The Puppeteer, fortunately for us, does have audio support in the form of the Toshiba TC35143BF Analogue Front End chip.   This chip, which is very similar to the Philips UCB1x00 range of codecs, is a general purpose codec that is used in handheld devices.  It supports a number of facilities – Audio (14 bits mono), Telecoms (16 bits), Touch Screen interface and 10 general purpose IO pins.  The chip’s audio capacity is fairly limited in that although it has 2 channels it is not stereo and its sample rate ranges is from 8kHz to 22.15kHz – Internet radio normally provides data in stereo and at 44.1kHz.  By comparison the Intel AC97, which would be used in a newer embedded design , provides 20 bit stereo at 96kHz.   However despite the differences, the techniques for programming the devices are very similar.
StrongARM Codec support
The StrongARM provides a block of memory, the Peripheral Control Module (PCM), for accessing and controlling devices.  We have already used this module to access serial ports in earlier Puppeteer exercises.   Part of the PCM is a bank of registers called the Multimedia Control Port (MCP) which gives access to codecs like the TC35143, another codec supported is the almost identical Philips UCB1x00 range, you may notice the Philips name popping up later on.   We will look at the MCP in much more detail later on, but for now we will concentrate on the inner workings of, and interface to, the TC35143 codec.
The TC35143 Codec 
Note: In this worksheet we will mainly be looking at using the audio features for playback on the TC35143.  

The TC14335 has 4 audio channels – sometimes called voice channels in the documentation.  2 are for input and 2 for output.  

[image: image1.emf]
A block diagram of the TC35143 functionality

On the top right hand corner of the diagram you can see the 4 channels of input and output – VBIN1, VBIN1 ect.  The P and N stands for positive and negative connections.    On our system the audio inputs are not connected and the only audio outputs are the VBO2N/P.   

Just below the audio functionality is the logic that deals with the codec’s connection to the StrongARM, labelled Serial I/F.  This series of connections and logic controls what Toshiba call the SIB or Serial Interface Bus.  This very simple looped serial bus, similar to JTAG, controls all the data flow between the CPU and codec.  The data is send and received on the SDOUT and SDIN lines.    The connections are shown below
[image: image2.emf]
The SIB connecting the CPU and TS35143 codec

In the above diagram the SIB Master Processor is the StrongARM CPU on the Puppeteer, the scale of the diagram is clearly drawn for a Toshiba point of view!  If you look on the puppeteer board you can see the TC35143, it is on the StrongARM board side, at the bottom right hand end of the large ‘liberator’ connector – holding the board with the connectors toward you.   You should also notice that the SIB lines, you will really need a magnifying glass to see this, are brought out in relief from the chip so as to be easier to access when attaching scope probes.  Later on you may wish to try this when you want to debug your code, you will also require the pin out list from the Toshiba manual.
[image: image3.emf]
The schematic for the TC35143 on the Puppeteer board

On the above schematic, from the Puppeteer board schematic, on the top left hand side you can see the SIB connections, on the left hand top side you can see that VB02P/N are connected to the external speaker.  The touchscreen and Telecom connections also exist but we needn’t worry about these at the moment.

The data transfers on the SIB are done in a packetised format, and the data is sent and received synchronously.   The packet format is given below.  
[image: image4.emf]
The 64 bit SIB data packet frame format.

Please note that Audio = Voice = Speech = Music.  

The difference between the 2 packet types really comes down to whether data is being sent to the CPU (SDOUT) or whether it is being received by the codec (SDIN).   A program wishing to send data to the codec must set the write bit flag (bit 21), in order for the program to tell if the data has been sent then it can check to see whether that flag has been set. 

As we are only dealing with audio output this makes our task simpler – and we can ignore the Telecom section, the voice (audio) valid flag will be set to 1,  and the write bit will always be set to 1 – we are always sending.  However, we will need to know more about the other sections of the SIB packet as we will need to set up some of the codec’s internal registers in order to make in perform correctly.  In order to do this we will need to understand the register set for the TC35143.
TC35143 registers.
The codec has 16 off 16 bit control and status registers.  As is common with many such devices addresses double up – when they are read they are status registers when they are written they are control registers.   In the list below we can ignore many of the registers that don’t deal with audio.

	Address
	Name
	Description

	0
	IODAT
	I/O Port Data – read status – write control

	1
	IODIR
	I/O Port Direction

	2
	RISINT
	Rising Edge Interrupt

	3
	FALINT
	Falling Edge Interrupt

	4
	INTCLR
	Interrupt Clear/Status

	5
	TELA
	Telecom Control/Status A

	6
	TELB
	Telecom Control/Status B

	7
	VOICEA
	Audio Control/Status A

	8
	VOICEB
	Audio Control/Status B

	9
	TSC
	Touch Screen  Control/Status

	10-0xA
	ADC
	10 bit Analogue/Digital Control/Status

	11-0xB
	ADCDAT
	10 bit Analogue/Digital – write only

	12-0xC
	DATE
	Shows development date – read only

	13-0xD
	MODE
	Control/Status of operation mode

	14-0xE
	RSV
	Reserved

	15-0xF
	RSV
	Reserved


The TC35143 Register set.
The only registers we need to deal with are the VOICEA/B, DATE and MODE registers (shown in bold on the above table), the others we can ignore for this worksheet.

Access to the TC35143 the registers is done through the SIB loop by placing the correct values into, or reading values out of, the 64 bit data frame.  By setting the 4 bit register address field within the SIB frame to the correct value the SIB can be instructed to either read or write the specified TC35143 register.  To write to a TC35143 register then the write bit in the SIB frame must be set to 1 and the value to be written must be inserted into the SIB frame register field.  Reading a TC35143 register requires the SIB frame write bit setting to 0 and then the value can be read out of the SIB frame register field, at the next read.  To set, or clear, a specific bit, in the TC35143, the register will need reading, the specific bit isolating and changing and then the whole lot written back.  All of this has to be done through the SIB frame loop.
The code for packetizing data can be seen below.  


#define Ser4MCDR2

0x80060010


#define
MCDR2

0x00010000


Ser4MCDR2 = reg << 17 | MCDR2_Wr | (val & 0xffff)

The variable reg is set to a value in the range of 0 to 15 (4 bits), the variable val is the 16 bit value which represents the codec register setting.  The SIB frame loop is accessed through the StrongARM Multimedia Control Port (MCP) registers which are mapped into the SA1110’s Peripheral Control Module memory block.  We will deal with the MCP in more detail later on, for the moment we just need to know that the access to and from the TC35143 is as represented in the diagram below.

From SA1110 to CODEC

ARM MCP Registers  -> SIB FRAME -> TC35143 Registers and logic


From CODEC to SA1110

ARM MCP Registers  <- SIB FRAME <- TC35143 Registers and logic

The details for TC35143 registers 7 and 8, VOICEA and VOICEB, can be seen below.  You may notice what seems to be duplication – several output mutes etc.  You must remember that there are 2 input and 2 output channels.  Toshiba labels these as HS and SP for HandSet and SPeaker. 
	Bit
	15-14
	13
	12-11
	10-7
	6-0

	Symbol
	VINSEL
	VOUT2ENA
	VGAIN
	VAMP
	VDIV

	Description
	Select input path
	Dis(0)/Enable(1) external speaker
	Amplifier gain input
	Microphone gain
	Sampling frequency

	Default
	0
	0
	0
	0
	0x24


Register 7 – VOICEA 

To find the settings for VGAIN, VAMP and VDIV see the Toshiba documentation

	Bit
	15
	14
	13
	12
	11-9

	Symbol
	VOUT1ENA
	VINENA
	VADMUTE
	VHSMUTE
	VHSATT

	Description
	Dis(0)/enable(1)

External speaker
	Dis(0)/enable(1)

Input path
	Mute (0) input path
	Mute(1)

Output path
	Output

Attenuator

Gain

	Default
	0
	0
	0
	1
	0


	Bit
	8
	7
	6
	5
	4-3
	2-0

	Symbol
	VLOOP
	VDAMUTE
	VCLPCLR
	VSPMUTE
	VDAATT
	VSPAAT

	Description
	Loopback mode off 

(0) on (1)
	Mute (0)

Output path


	Clear/check status flag
	Mute(1)

Output path
	Output gain
	Output

Gain

	Default
	0
	0
	0
	1
	0
	0


Register 8 – VOICEB 

To find the settings for VHSATT, VDAATT and VSPATT see the Toshiba documentation
Finally, here is the MODE register.

	Bit
	15-14
	13
	12
	11
	10-8
	7-0

	Symbol
	RESERV
	VOFFCAN
	DFLGENA
	RESRV
	VCOF
	RESERV

	Description
	Reserved 
	voice canceller on/off
	Valid flag used?
	Reserved 
	Sampling frequency
	Reserved 0

	Default 
	0
	0
	0
	0
	1
	0


Register 13 – MODE 

To find the settings for VCOF see the Toshiba documentation

Later when we come to the section of the worksheet dealing with programming the device we will have to look in detail at some of these register settings.  At the moment it is worth noting that in default state the audio is turned off and muted.

The SA1110 Multimedia Control Port (MCP)
The programmers access to the codec is through the StrongARMs MCP port, this bank of registers allows us to both configure the SA1110’s access to the codec and also to program the codec itself.

The MCP is part of the SA1110’s Peripheral Control Module (PCM), this is a series of peripherals, mainly serial ports and lcd screen that the device supports.  The PCM also contains the Direct Memory Access logic (DMA).  

[image: image5.emf]
The SA1110 Peripheral Control Module.

You will have already come across the PCM in your work on writing code for serial ports and porting the UART code for the kernel.   The base addresses for the PCM are given below, note that the MCP is wrongly labelled MPC!

[image: image6.emf]
SA1110 peripheral base addresses.

Serial port 4 of the PCM is a serial port that can be used either as the Multimedia Control Port (MCP) or as a Synchronous Serial Port (such as Motorola’s SPI).  As the SA1110 is meant as a low powered processor, all of the PCM inputs/outputs are taken over by the Peripheral Pin Controller (PPC) and they will need to be explicitly configured for use.

The MCP consists of 6 registers – 2 control, 1 status and 3 data registers.   The MCP also has 2 sets of 8 * 32 bit FIFOs for the audio and Telecom data, these are automatically handled by the MCP and need not concern us.    It is worth noting that both the MCP and the codec both use double the amount of data they need, so the SIB is in fact 128 bits, the data FIFOs are 32 bit, even though only 64 and 16 bits are used.  According to the SA1110 manual this is provided for stereo sound (but not used), according to Toshiba the second part of the SIB is for daisy chained devices.  Whether or not any of this works is a moot point.  The MCP registers and their locations are given below.
[image: image7.emf]
MCP registers and their locations.
The control registers handle the set up and operation of the MCP.  Below are the settings for MCP control register 0 (MCCR0).    The important bits, for us, are bits 16 (MCE), the MCP enable bit and the ADM – audio sampling mode.   When we get to using the MCP with Direct Memory access we will have to look at the ATE/ARE settings.   The ?s in the default section shows that the settings will depend upon whatever the programmer set them to.  The reason for this is that the programmer can, and should, set up all these values before setting the MCE bit. It is also possible to prime all of the 8 FIFO buffers before enabling.  Once the MCE bit is set the MCP and codec start data transmissions immediately.  
	Bit
	31-26
	25-24
	23
	22
	21
	20
	19
	18

	Symbol
	RES
	ECP
	LBM
	ARE
	ATE
	TRE
	TTE
	ADM

	Description
	Reserved 
	External Clock Prescaler
	Loop BacK Mode
	Audio RX FIFO Interrupt
	Audio TX FIFO Interrupt
	Telco RX FIFO Interrupt
	Telco TX FIFO Interrupt
	A/D Sampling Mode

	Default
	0
	0
	?
	?
	?
	?
	?
	?


	Bit
	17
	16
	15
	14-8
	7
	8-0

	Symbol
	ECS
	MCE
	RES
	TSD
	RES
	ASD

	Description
	External Clock Select
	MCP Dis/Enable
	Reserved
	Telco Sample Rate Divisor
	Reserved
	Audio Sample Rate Divisor

	Default
	?
	0
	0
	?
	0
	?


MCP Control Register 0 MCCR0.
Control register 2 (MCCR1) is a much simpler affair there is only 1 bit of the 32 used – this is the Clock Frequency Select bit CFS that select 1 of 2 clock frequencies ( ~ 10 or 12 MHz). 
The data registers MCDR0 and MCDR1 deal with audio and telecom data respectively.  So reading MCDR0 will reveal the data provided by the codec and writing to it will send data to the codec.  These data registers are connected to the codec via FIFO buffers and they are 32 bits but only the bottom 16 bits are used.

The third data register MCDR2 is used for accessing the TC35143 register bank.   It is divided into 3 sections, a read/write bit, the register select 4 bits and the 16 bit register value, this reflects the structure of the SIB packet.
	Bit
	31-21
	20-17
	16
	15-0

	Symbol
	RES
	RAD
	R/W
	REG

	Description
	Reserved
	Register address to Read/Write
	Read (0) Write (1) bit
	Register value to be written or value returned from a register read

	Default
	0
	?
	?
	?


MCP Data Register 3 – MCDR2 
Finally there is the status register MCSR.  This reflects the status of a number of MCP operations.  These operations are mainly read/write operations on the data FIFOs plus some interrupt status bits that we will need to set when doing DMA with the codec.  

	Bit
	31-16
	15
	14
	13
	12
	11
	10
	9
	8

	Symbol
	RES
	TCE
	ACE
	CRC
	CWC
	TNE
	TNF
	ANE
	ANF

	Description
	Reserved
	Telecom Codec Enable
	Audio Codec Enable
	Codec Read done
	Codec Write done
	Telecom RX FIFO not empty
	Telecom TX FIFO not 
full 
	Audio RX FIFO not empty
	Audio TX FIFO not full

	Default
	0
	0
	0
	0
	0
	0
	1
	0
	1


	Bit
	7
	6
	5
	4
	3
	2
	1
	0

	Symbol
	TRO
	TTU
	ARO
	ATU
	TRS
	TTS
	ARS
	ATS

	Description
	Telecom RX FIFO overrun
	Telecom TX FIFO underrun
	Audio RX FIFO overrun
	Audio TX FIFO underrun 
	Telcom RX service request
	Telecom TX service request
	Audio RX service request
	Audio TX service request

	Default
	?
	?
	?
	?
	0
	0
	0
	0


MCP status port register MCSR

The relationship of the MCP and the TC35143 is given in the diagram below, showing the relationship of the MCP data registers and the SIB format.


[image: image8]
The SIB connection between the MCP and TC35143 

The Linux MCP device driver
We will now look at the support for the MCP and TC35143 codec in the Linux kernel.  The kernel I will be using is a 2.6.20 standard download from kernel.org however the same code should exist in the newer 2.4 kernels as well.  Earlier 2.6 and 2.4 kernel may or may not comply with the following, you have been warned….
The main code for the MCP driver is, rather weirdly, in the directory drivers/mfd.   In order to build these source files you will need to select ‘Multimedia Capabilities Port drivers’ in the ‘devices drivers’ sub menu of make menuconfig.   You should not select the touchscreen interface.

The first thing you will note on listing the directory is that the file names reflect the Philips UCB1x00 chip rather than the Toshiba one.  The files that interest us are given in the table below.
	File
	Description

	mcp-core.c
	Generic MCP functions – used for all (?) ARM MCP actions, all are pointers to those in mcp-sa11x0.c

	mcp-sa11x0.c
	Interface for actual SA11x0 MCP port – deals with the SA11x0 MCP port registers

	ucb1x00-core.c
	The low level sets of functions and control for interfacing to the Toshiba chip.  Most function calls are wrappers to mcp-sa11x0.c 

	ucb1x00-assabet.c
	Basic interfaces for a touch screen driver for the assabet board – not used by us on this worksheet

	ucb1x00.h
	Toshiba register bit masks and settings.

	mcp.h
	MCP driver data structure and ops.


The 2.6. driver doesn’t  actually do very much, the only register in the MCP that it accesses is  MCDR2, the general codec register.   However, the ucb1x00_probe function in ucb1x00-core does query the device and it returns the correct code for the TC35143.  By altering the code slightly to print out a message you can see this return value.
static int ucb1x00_probe(struct mcp *mcp)

{


struct ucb1x00 *ucb;


struct ucb1x00_driver *drv;


unsigned int id;


int ret = -ENODEV;


mcp_enable(mcp);


id = mcp_reg_read(mcp, UCB_ID);


printk("ucb1x00_probe is  %x\n",id);//added by craig

if (id != UCB_ID_1200 && id != UCB_ID_1300 && id != UCB_ID_TC35143) {



printk(KERN_WARNING "UCB1x00 ID not found: %04x\n", id);



goto err_disable;


}
……

……..
ucb1x00_probe function from ucb1x00-core.c 
If you are building MCP driver as a module then the probe will be called automatically on insmod, if however you are creating it as a built in function, then you will need to edit the puppeteer.c file in arch/arm/mach-sa1100 to ensure it gets called at system boot.   It is worth making these changes to puppeteer.c anyway as they won’t do any harm to the operation of the module and parameters, such as the clock rate, can be passed to the module from this start up file.  The changes to be added to puppeteer.c can be seen below, they consist of a data structure for the platform device, mcp_plat_data and a call to initialise the data structure through platform_add_device, by looking into other machine.c files you should be able to figure out how to add this code to your puppeteer.c file.
static struct mcp_plat_data puppeteer_mcp_data = {

.mccr0

= MCCR0_ADM,

.sclk_rate
= 11981000,
};

static void __init puppeteer_init(void)
{
  
  platform_add_devices(devices, ARRAY_SIZE(devices));
  sa11x0_set_mcp_data(&puppeteer_mcp_data);
The changes for puppeteer.c

Next we need to find out if we can get some sound out of the device.  This can be easily achieved by adding a couple of calls to ucb1x00-probe function in ucb1x00-core, place them at the end of that function before the exit calls.  These calls unmute the output channel on the codec, and set up the correct sampling rates on both the codec and MCP port.  After doing these changes you should get some hissing and clicking out of headphones attached to the board jack socket.
id = mcp_reg_read(mcp, UCB_AC_B);

id |= UCB_AC_B_OUT_ENA;

mcp_reg_write(mcp,UCB_AC_B,UCB_AC_B_OUT_ENA);

mcp_reg_write(mcp,UCB_AC_A,0x0d);//set the TC35143 rate to 22.1 kHz

mcp_reg_write(mcp,UCB_MODE,0x400);//set the TC35143 rate to 22.1 kHz

ucb1x00_set_audio_divisor(ucb,0x5e0);//set the MCP  rate to 22.1 kHz

changes to ucb1x00-probe in ucb1x00-core

You should check the bit patterns with the register settings in the data sheets for the codec and MCP – why does the MCP take such a strange value?

Now that we have managed to get the codec to turn on we now need to be able to send some data to the audio channel.  In order to do this we need to develop an audio write function and also have some method for accessing this functionality.  The simplest way to do this would be to get the driver to registers itself as a character device and then provide a write function to send data  to the device through the audio write function.
In order to do this you will need to alter a number of files in drivers/mfd.  The character registration should be done in the ucb1x00-probe function in the file ucb1x00-core.c.  The code that needs to be added is given below.  You will have to figure out where to put this code.  Also we will need to create a device_write function and put it into the file_operations structure
struct mcp *ourmcp;

static int Major;
static ssize_t device_write(struct file *, const char __user *, size_t, loff_t *);

static struct file_operations fops = {

  .read = device_read,

  .write = device_write,

  .open = device_open,

  .release = device_release

};

……………

ourmcp = mcp;

Major = register_chrdev(0,DEVICE_NAME,&fops);
printk("Device Number %d\n",Major);
…….

static ssize_t device_write(struct file *filp, const char __user *buffer, size_t length, loff_t *offset)

{

  short *data = NULL;

  short *sample = NULL;

  printk("Audio device write\n");

  if ( (data = kmalloc(length, GFP_KERNEL)) == NULL)

    return -ENOMEM;

  sample = data;

  copy_from_user(data, buffer, length);

  ucb1x00_audio_codec_write(ourmcp, data,length);

  kfree(sample);

  return length;

}

ucb1x00-core.c changes

You will note that the device_write function calls a low level ucb1x00_audio_codec_write function.  The connection of this call to the actual low level implementation in mcp-sa11x0.c is a bit torturous; ucb1x00_audio_codec_write is in fact a wrapper to mcp_audio_codec_write which is implemented in ucb1x00.h
/*

 *

 *      craig audio codec write – so called to avoid clashing with

 *      ucb1x00-audio.c!

 */

static inline unsigned int ucb1x00_audio_codec_write(struct mcp *mcp, char * buffer, unsigned int length)

{


return mcp_audio_write(mcp, buffer, length);

}

ucb1x00.h additions

The difficulty doesn’t end here, as mcp_audio_codec_write is an indirected call to mcp_sa11x0_audio_write in mcp_sa11x0.c.    This complex structure is to allow all calls through to the SA1110 specific function to go through a standard generic MCP interface. 
The wrapper, mcp_audio_write in mcp-core.c is given below.

unsigned int mcp_audio_write(struct mcp *mcp, char * buffer, unsigned int length)

{


unsigned long flags;


unsigned int val;


spin_lock_irqsave(&mcp->lock, flags);


val = mcp->ops->audio_write(mcp, buffer, length);


spin_unlock_irqrestore(&mcp->lock, flags);


return val;

}

EXPORT_SYMBOL(mcp_audio_write);

mcp-core.c additions

The actual implementation of the function is given here, the line with Ser4MCDR0 is the actual bit of transmission of the data.  The other addition is putting the audio_write function into the mcp_ops structure which allows mcp-core to pick up the implementational function.
static int mcp_sa11x0_audio_write(struct mcp *mcp, const char *buffer, unsigned int length)

{

  unsigned int counter =0;

  short *data;

  printk("in mcp_sa11x0_audio_write\n");

  data = buffer;

  while ( counter < length )

    {

      Ser4MCDR0 = (int)*data;

      data++;

      counter +=2;

      while( (Ser4MCSR & MCSR_ANF) == 0 )


;  //nothing

    }

  return length;

}
…..

…….

…….

static void mcp_sa11x0_disable(struct mcp *mcp)

{


Ser4MCCR0 &= ~MCCR0_MCE;

}

/*

 * Our methods.

 */

static struct mcp_ops mcp_sa11x0 = {


.set_telecom_divisor
= mcp_sa11x0_set_telecom_divisor,


.set_audio_divisor
= mcp_sa11x0_set_audio_divisor,


.reg_write

= mcp_sa11x0_write,


.reg_read

= mcp_sa11x0_read,


.audio_write            = mcp_sa11x0_audio_write,


.enable


= mcp_sa11x0_enable,


.disable

= mcp_sa11x0_disable,

};
The mcp-sa11x0.c implementation of mcp_sa11x0_audio_write
struct mcp_ops {


void

(*set_telecom_divisor)(struct mcp *, unsigned int);


void

(*set_audio_divisor)(struct mcp *, unsigned int);


void

(*reg_write)(struct mcp *, unsigned int, unsigned int);


unsigned int
(*reg_read)(struct mcp *, unsigned int);

  unsigned int    (*audio_write) (struct mcp *, char * , unsigned int);


void

(*enable)(struct mcp *);


void

(*disable)(struct mcp *);

};

void mcp_set_telecom_divisor(struct mcp *, unsigned int);

void mcp_set_audio_divisor(struct mcp *, unsigned int);

void mcp_reg_write(struct mcp *, unsigned int, unsigned int);

unsigned int mcp_reg_read(struct mcp *, unsigned int);

unsigned int mcp_audio_write(struct mcp *, char *, unsigned int);

mcp.h changes
You will need to create a character device in /dev and, using the message printed out in dmesg from the driver, find the major number for it (it is very likely to be 254!)

mknod /dev/speaker c 254 0

Once you have managed to successfully rebuild the driver and install  the device file, then you will need a sound data file.   There is a sample .au file in the kernel repository, in /pub/sillysounds, this is a very poor quality recording of Linus pronouncing Linux in English and Swedish.  I have also provided a .wav file (on my home page) that is a fragment of the 20th Century Fox theme tune which has been resampled at the correct rate.   If you wish to use your own samples you will probably need to resample them using some package like audacity – you can use the UNIX file utility to find out what bit and sample rate a file is.  

To send the data to the new device, assuming that it is working and correctly linked into a device, then use


%cat 20thc.wav > /dev/speaker

You could well hear some sound of variable quality.   It is worth turning on any debugging in the driver and putting in printks to trace execution.   If you get some sound out you should then try various settings of the codec registers to improve the quality.

Problems with the polled driver
The polled driver is a good test for the audio capabilities of the board but not enough for any serious development.    It really limits us to cating a file at the device rather than support some higher level audio application.  Also the use of the processor’s resources is very inefficient, so if the audio process was to try to operate sharing with other applications, like an internet connection for example, then we would hear the audio driver being swapped out during large files.  Finally, it is very difficult to get rid of a clicking sound that the codec makes when not being used.   This is, apparently, due to a bug in the StrongARMs silicon which means that whenever the MPC is initialized, thus sending data, and the OS timer is accessed, then corrupt data is sent to the codec which is rendered into sound as a click.   As this timer is used by Linux to control system time and the scheduler the number of clicks is quite high.   A fix for this would be to mute the device all the time when not being used or to continually send null data via DMA.
Creating a DMA’ed audio device driver
The StrongARM does provide Direct Memory Access (DMA) support.   There are 6 duplex DMA channels and these are especially provided for to support StrongARM peripheral devices, sadly they can’t be called into service by the Ethernet driver!  The diagram on page 8, taken from the StrongARM data sheet is slightly misleading as the DMA channels also work for the LCD screen.

The set up for a DMA channel to work with one of the PCM ports is pretty simple, the DMA registers and their addresses are given below – channel 0 is given as an example.
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Channel 0 DMA registers and addresses

The DMA Device Address Register (DDAR0) is used to set up the DMA channel to point at a specific port for input and/or output, for example to the audio codec through the MCP port.  Each DMA channel has 2 buffers – one for input and one for output.  The Buffer Start Address A/B0 register hold these buffer addresses, obviously when using an operating system one must make sure that these buffers are in the correct space in the kernel memory map.  The count register just keep a track of how much data has been sent and how much is left to transfer.  The DMA Control/Status Register DCSR0 starts DMA channels running and also gives status on which buffers is in use and its status.  


[image: image10]
DMA transfers thus need the collaboration of the DMA controller and the device to be DMAed to/from.    For our application, which is audio output, we will require the DMA channel to write the data from our higher level application (MPlayer or whoever) to the codec.  This requires that on a write call to the codec the codec driver installs a dma_callback routine which is called to continue the DMA transfer.   A diagram of how this process runs is given below.

[image: image11]
Interrupt control DMA transfers
Although this seems fairly straight forward the reality is much harder.   If the data were sent or received in perfect sized blocks then life would be simple, if there were never the possibility of a read or write error, then the code would be trivial.  The reality is that this could be a fairly large undertaking, and it would be best to try to find an existing driver to port/modify.

The StrongARM is pretty well support in the Linux world, and the Zauras PDA, developed by Sharp has lots of Linux support.   There are a number of web sites supporting Zauras releases, you can easily recognize them in that they are all named after dogs; collie, poodle, tosa.  If you explore these sites you will find that there are a number of audio applications that have been developed for the Zauras and this development has lots of useful information for Puppeteer development.

Another good site for embedded development is www.handheld.org , who support the familiar distribution.   On their site if you browse the 2.6 kernel source you will find that they have developed some DMA audio drivers.  They are slightly out of sync with the standard 2.6 kernel development, in that they are in a different directory in the source tree (sound/oss and drivers/misc rather than driver/mfd) and they implement the drivers as class drivers rather than platform drivers.   These are simple problems to sort out.
The files to be downloaded are detailed below

	Name
	Location
	Function

	uxb1x00-audio.c
	drivers/misc
	

	sa1100-audio.c
	sound/oss
	

	sa1100-audio.h
	sound/oss
	


In order to use these files we need to copy them down into our source tree into the places we want to have them and then we need to alter some Kconfig and Makefiles to ensure that these files are selecte, built and linked into our new kernel build.  On my build I put ucb1x00-audio.c into drivers/mfd and I kept the sa1100-audio.c/h files in sound/oss.  
The makefile in driver/mfd will need changing to build ucb1x00-audio.o, this is a trivial change to make.  In sound/oss slightly more will need doing.  We need to change the Kconfig file that affects how make menuconfig et al work.  This will need a new category of sound target including, for Puppeteer sound.   This, once selected through menuconfig, will create a new variable, CONFIG_SOUND_PUPPEPETEER, which can be used in a modified Makefile.  The extracts from the Kconfig and Makefile are given below.   Once these changes have been made then make menuconfig will need running again and the correct selections made.
config SOUND_SH_DAC_AUDIO_CHANNEL


int "DAC channel"


default "1"


depends on SOUND_SH_DAC_AUDIO

config SOUND_PUPPETEER


tristate "Puppeteer 16-bit sound"


depends on ARM 


help

16-bit support for the Puppeteer sound chip (ts35143)

Changes to sound/oss/Kconfig
The highlighted changes were added to the end of the Kconfig file.

obj-$(CONFIG_SOUND_WM97XX)
+= ac97_plugin_wm97xx.o

ifeq ($(CONFIG_MIDI_EMU10K1),y)

  obj-$(CONFIG_SOUND_EMU10K1)
+= sound.o

endif

obj-$(CONFIG_SOUND_PUPPETEER)
+= sa1100-audio.o

obj-$(CONFIG_SOUND_EMU10K1)
+= emu10k1/

Changes to sound/oss/Makefile 

Once you have made these changes then re-run make menuconfig, select the correct items and run make.  Now the fun begins!
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